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The Data Exploration
Declaration
It’s time to bid farewell to antiquated data analytics and management
systems, and say hello to the new wave of solutions.

Executive Summary
It’s been 22 years since the term “big data” was first coined by John Mashey, then Chief
Scientist at Silicon Graphics. Yet, in many ways, organizations are still analyzing their big
data like it’s 1999. They are still beholden to the ETL process. They are still forced to
aggregate their data. They are still expected to know what questions they want to ask
before even seeing their data.
Although dashboards now look sexier and pictures look prettier, the fundamentals of how
organizations extract insight from data have changed startlingly little over the last 20 years.
Since then, brand needs–and the times–have inevitably changed.
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Introduction
Twenty years ago–on Friday, June 11, 1999, to be exact–a fellow named John Mashey stood
before an audience at the USENIX ’99 Conference in Monterey, California, and delivered a
prescient and ominous warning to the attendees: the era of something called “big data” was
upon us, and it was going to bring with it what he called “the next wave of InfraStress.”
That was the day the term “big data” was coined, and one of the key messages Mashey
wanted the audience to understand was that, unless we did something to prepare, we
would be awash in giant oceans of data from which we would be very poorly equipped to
extract meaningful insight.

Fast forward 20 years to present day and ask
yourself:
How much has changed about the way we analyze the data on which we run our
businesses?
Have the tools and methods used to understand how our organizations are performing,
how our customers are feeling, and how our systems and apps are behaving? Have they
really changed in a way so fundamental that we can capitalize on our newfound ability to
collect and save every bit of data pertaining to our businesses?
An honest response to those questions would have to concede that we are, essentially, still
analyzing data like it’s 1999. To deal with the scale of big data, our analytics tools force us to
aggregate data–losing the very detail and granularity that big data was supposed to let us
capture and exploit.
To provide acceptable performance, analytics tools still require us to decide before ever
seeing our data what questions we want to ask of it. And, heaven forbid we should see
something interesting in our data we want to explore further and understand better–only to
then start the process of extracting, transforming, and loading our data all over again. That’s
hardly the vision of agility most people associate with the promise of big data.
The good news is that all of this is changing. There is a quiet revolution happening in the
data analytics world. The promise of a much more powerful, much less painful way to
derive value from our data is upon us.
Thus, the purpose of this declaration is to help usher in this new era of more effective
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analytics. In this declaration, we’ll not only discuss the shortcomings of existing tools, but
enumerate for the reader a ser of rights for which they are entitled–as a guide for
evaluating all future analytics platforms.

1. Thou shall be freed from the tyranny of ETL
The first of these new rights is the right to be free from the tyranny of data extraction,
transformation, and loading–or, ETL as it is more commonly known.
We’ve all been there. Whether as the person needing to mine data for business insights, or
the one being asked to ready some set of data for analysis (usually as quickly as possible,
and with little or no advance warning). The scenario is repeated thousands, if not millions,
of times a day in companies across the globe. A team of business users has a question they
want answered, and the answer isn’t found in any of the routine reports or dashboards they
normally receive.
What to do? Go back to the source data, of course, and get a team of data scientists or
analysts (or both) to:
▪

Identify and extract the specific data needed to answer the business users’
questions.

▪

Transform the data in whatever way necessary to make it usable by the
organization’s chosen analytics platform.

▪

Load the data into the appropriate underlying data store.

▪

Create custom queries to generate the information believed necessary to answer the
question.

▪

Run the queries.

▪

Provide the results to the team of business users.

▪

Hope that the answer is rendered in those results.

Of course, more often than not, the answer to a question leads to additional questions–
each of which requires repeating the process, and introduces days or weeks of delay,
interrupting the analysis process and the team’s momentum.

3—

Does it have to be that way? Some would say it does–after all, it always has been that way,
at least since 1999. Fortunately, though, there is a thing called “progress.” There are now
analytics platforms capable of ingesting raw data and rendering the ETL process obsolete.
In fact, when coupled with a front-end query builder designed to be used by non-technical
business users, these new platforms give users the ability to be completely self-sufficient.
They can dynamically and iteratively running analysis after analysis–without reliance on
analysts or other technical data teams.
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2. Thou need not aggregate data
Traditional BI and analytics tools have conditioned data professionals to accept the ETL
process as a necessary evil. They have also convinced us that we must aggregate data to
gain powerful insights from analytics tools.
Think about that for a moment, though. Are we really being told that, after all the
investment we made in big data so we could collect and leverage every bit of our data, we
now need to roll it up–essentially losing the very detail that big data promised to reveal?
That’s a like being given a Ferrari, but being told it has to be powered by a sail attached to
the roof.
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Of course, this requirement to aggregate data wasn’t random or arbitrary. It came about
because traditional tools just weren’t architected to handle the massive amounts of data we
now collect routinely. When faced with volumes of data that are now considered
commonplace, traditional tools either slow to a crawl, making analysis tedious and painful–
if not outright impractical–or, worse still, they just crash or hang.
Rather than undertake a re-architecting of their products to acknowledge and
accommodate this new reality, vendors decided it would be easier to get the industry to
accept data aggregation as a normal and routine part of big data analysis. As our parents
cautioned us when we were young, however, just because someone tells you something is
right, doesn’t mean it is.

Fortunately, there is a better way
But, as we said, times have changed. New solutions with specialized models and more
advanced architectures are finally available–making it practical to analyze data sets of
trillions of individual data points, in real-time, without the need to aggregate.
In doing so, these solutions preserve the ability to drill down to the most granular elements
of your data. Meaning you can easily pivot from looking at your data from a 30,000-foot
view and instantly drill down to a one-micron view. You can now see the behavior of your
millions of customers as a whole, or zoom in to view the actions of a single individual. Your
insight is limited only by the depth of instrumentation of your business.
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3. Thou need not possess a degree from MIT
Let’s be clear: there is nothing wrong with having a degree from MIT. Being a technical whiz
is great. It’s just that not everyone has a degree from MIT, and not everyone is a technical
whiz. Yet somehow in the world of data analysis, we came to accept a dichotomy that
artificially curtails how organizations capitalize on the data they collect.
We came to believe that the world is made up of two kinds of people:
1. Technical whizzes with degrees from MIT. These people arrange the noodles in
their alphabet soup to form SQL queries. They have weekend houses with sweeping
views of data lakes. For these people, words like Snowflake, Hive, and Kafka mean
something different than they do for mere mortals.
2. Everyone else. These people aren’t any less smart than the technical whizzes with
MIT degrees–they just chose career paths that aren’t centered on technical expertise
data scientists and analysts are required to have. They are product managers, heads
of business units, marketing professionals, and executives.They understand what
questions to ask of data in order to extract business insights. They just may not
know how to ask those questions.

However, we know this simplistic dichotomy isn’t true, or realistic. Somehow, in tacitly
accepting this dichotomy, the data analysis world decided that analytics tools should be
used by technical whizzes with MIT degrees. And, everyone else who might need to extract
insight from data should simply ask a technical whiz from MIT to “crunch the numbers” for
them.
Accordingly, most analytics tools either expect users to have deep technical expertise, or are
“dumbed down” in such a way that they simply provide static reports and dashboards based
on canned queries, without giving users the ability to actively explore or ask new questions
of the data.

The problem, of course, is that, in a world of 7.75 billion people,
around 141,000 have degrees from MIT. That’s 0.0018% of the world’s
existing population.

—6

The problem, of course, is that, in a world of 7.75 billion people, around 141,000–or
0.0018%–have degrees from MIT. Juxtapose that 0.0018% with the 100% of business people
who need to make decisions based on data, rather than opinion or “gut feel,” and the
problem becomes clear. Relying on a disproportionately small number of intermediaries as
the only way for people with important questions to get answers is not only wildly
inefficient but also extremely frustrating, usually for both parties.
Thankfully, there is now a new breed of analytics solutions that recognize the power of
giving non-technical users the ability to independently access and query data directly.
Rather than requiring users to know SQL or understand concepts such as tables and joins,
these products give users the ability to ask questions in plain English, or by easily
formulating questions through a series of drop-down menus.

When the people who have the questions are also empowered to get
the answers, amazing things happen.

4. Thou need not be clairvoyant
Let’s take a little quiz. Don’t worry–it’s short and all the questions are opinion-based, so it
will be easy. Here we go:
1. How do you explain the results of the 2028 election?
2. Were you surprised by the outcome of the 2025 World Series?
3. To what do you attribute the performance of financial markets in 2024?
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You may be scratching your head at this point. Those questions were nonsensical, right?
You were asked to analyze events that haven’t even happened yet. Not an easy task, unless
you happen to be clairvoyant.
When you think about it though, this is similar to the mode in which traditional BI and
analytics tools expect us to operate every day. They require us to formulate the questions
we want to ask before we’ve even seen the data that we have questions about.
That’s how traditional dashboards and analytics tools work–developing a set of canned
queries that capture the questions you want to ask, and then running them against your
data to produce reports that are supposed to provide insight (but don’t always deliver).
Here’s the big secret, though: this mode of operation, while it may suffice for telling you
what is happening, will never let you understand why. And the reason is simple: asking
why presumes you already know what you’re seeking to understand exists or has
happened. Meaning, you don’t know what you don’t know.
For example, you couldn’t ask a question like, “Why have sales in Asia dropped 13% over the
last four weeks,” unless you’d already seen data indicating that had already happened. So,
given that, what are the chances that you have a canned query feeding your dashboard or
report generator already asking the question, “Why have sales in Asia dropped 13% over the
last four weeks?” The chance is 0%. You didn’t know to build such a query because you
couldn’t look into the future and anticipate the need to ask that question.
That is both the paradox and the Achilles’ heel of traditional BI and analytics tools. Their job
is to provide insight and enable you to make better-informed decisions about the future.
But, they simultaneously expect you to see into the future, at least enough to know what
questions you might have about it.

What’s needed is a new approach
People aren’t clairvoyant. We need tools that move beyond canned queries to dynamically
and iteratively ask an unbounded series of questions–in real-time and across all company
data–so users can actually see the data they have questions about before being asked to
formulate those questions. It is literally the only way we can attempt to rely on traditional BI
data analytics tools to answer questions about why things are happening rather than
simply reporting what is happening.
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But, it doesn’t have to be that way. Fortunately, there is a new breed of analytics solutions
that do just that.

5. Thou shall be free to explore
As this manifesto has laid out, there are several essential“data analysis rights” to which
users are entitled:
1. The right not to be delayed by the seemingly infinite loop of the ETL process.
2. The right not to lose detail and granularity by having to aggregate data.
3. The right to be able to use data analysis tools easily and effectively without having
an advanced technical degree.
4. The right to move beyond canned queries that require users to anticipate the future.

The common theme underlying all of these rights is that a fundamental shift is needed–a
shift that enables people to expand their current data analysis practices into something
larger and more powerful–something we call data exploration.
Data exploration means:
▪

Moving away from operating in a mode where we rely on canned queries and static
reports to tell us what is happening in our business, to one where we are
empowered to interactively ask questions of our data to understand why things are
happening.

▪

Moving from a mode where asking follow-up questions means delay and disruption,
to one that means instant insight and gratification.

▪

Moving from a mode where we must live with the compromises of aggregating data,
to one that we can revel in the full detail of all our data has to reveal.

▪

Moving away from a mode where we rely on analysts and data scientists to provide
answers, and democratizing data for all to explore.

In short, data exploration means empowering anyone with questions about why things are
the way they are–and how they can be improved–to find answers quickly, easily,
autonomously, and without compromise.
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Ready to dive into the future of data analytics?
If you’re ready to leap forward and start analyzing your data in real-time, Scuba Analytic’s
continuous intelligence platform is waiting for you. Scuba gives the world’s most data-driven
organizations–like Microsoft and Salesforce–a 360-degree view of what their customers are
experiencing, how their systems and apps are behaving, and how their businesses are
performing. With continuous intelligence, brands can see it all in real-time, without the need
for ETL, data aggregation, or any particular technical expertise.

Interested in better product analysis, data
exploration, and performance analytics?
Scuba Analytics is a real-time,comprehensive customer experience analytics
platform that spans the entire data lifecycle.

REQUEST A DEMO TODAY

scuba.io

@Scuba_Inc

info@scuba.io
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